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Introduction

In this lab various aspects of the transport layer were explored. Experiments were done on both Linux and Windows to learn how the two operating systems are similar in different in their handling of TCP/IP connections. Experiments were also done using various different protocols and services to see if there were any differences in how each protocol acted.

Experiments were done to learn more about the TCP three-way handshake, TCP ACKS, TCP’s resiliency to packet loss on the physical link, as well as UDP. Though these experiments several unexpected differences were found between both the different operating systems and the different protocols.

TCP Three Way Handshake, Data Transmission, and Four Way Handshake

In this activity experiments were done to learn more about the TCP three-way handshake that occurs when a connection is creates, the four-way handshake that occurs when a connection is brought down, and the data transmission that occurs in the middle. TCP’s acknowledgment numbers and sequence numbers were studied to see how they relate to each other and the state of the connection.

Q1.1 Do ACKs or SYNs increment the sequence numbers during the three-way handshake or do the sequence numbers only increment on the data packets after the handshake is complete?

Yes, the client and server’s sequence numbers increment during the three-way handshake. 

To determine how the sequence and acknowledgment numbers behaved when a connection was being established a packet sniffer was run on a network segment and a telnet and ftp connection was made between two hosts. The first few packets of the connection were then analyzed to determine how the numbers behaved. The experiment was run five different times each with different combinations of operating systems and protocols. In each of the 5 runs the results were the same.

The client’s sequence number started out at X in the SYN packet that initiates the connection. This initial SYN packet contained no acknowledgment number (it was 0) because there were no previous packets to acknowledge. The server sent back a SYN/ACK packet indicating that it received X and expects X+1 to come next. This was indicated by X+1 in the acknowledgment number of the packet. This packet also indicated the servers sequence number, Y. Finally, the client sends back an ACK packet with a sequence number of X+1 (as expected by the server) and an acknowledgment number of Y+1 indicating that it received Y (the SYN/ACK from the server) and expects Y+1 to come next.

Sample TCP Connection between bronco.brianweb.net and charger.brianweb.net:

11:25:15.737356 bronco.brianweb.net.1699 > charger.brianweb.net.http: S 3177194525:3177194525(0) win 57344 <mss 1460,nop,wscale 0,nop,nop,timestamp 54213232 0> (DF)

11:25:15.737488 charger.brianweb.net.http > bronco.brianweb.net.1699: S 2548291830:2548291830(0) ack 3177194526 win 57344 <mss 1460,nop,wscale 0,nop,nop,timestamp 81416587 54213232> (DF)

11:25:15.737559 bronco.brianweb.net.1699 > charger.brianweb.net.http: . ack 2548291831 win 57920 <nop,nop,timestamp 54213232 81416587> (DF)

Q1.2. Can you create a situation during connection termination where the ACK for the first FIN packet piggybacks on the second FIN?

Yes. In some cases the ACK for the first FIN piggybacks on the second FIN.

To determine if this is possible the same experiment was conducted as was for the three-way handshake. This time, however, attention was paid to the last few packets of the session rather than the first two. In just about every case the ACK was not piggybacked on the second FIN. However, in one case, when a telnet session was closed by the server (as a result of the user exiting the login shell) the ACK was piggybacked on the FIN.

This is probably simply an issue of timing. The telnet client responded quick enough that some timer built in to the TCP/IP stack didn’t fire and send out the ACK all by itself.

Q1.3 Explain the connection between the acknowledgement numbers and the sequence numbers.

The acknowledgement numbers indicate the next sequence that the sender expects to receive from the recipient. This acknowledges all packets with a sequence number less than the acknowledgement number. For example: If a client sends a packet with sequence number X the server will acknowledge that packet by sending a packet with an acknowledgment number of X+1

The same experiment was used to determine how the sequence numbers and acknowledgement numbers behaved during the connection as was used for the above two questions. The results were consistent between all runs. In every case the sequence and acknowledgment numbers behaved as described above. This conclusion also agrees with RFC793.

Q1.4 When the first data segment is transmitted is the sequence number incremented?

Yes. The sequence number in incremented after every data packet that gets sent, including the first one. However, the first packet sent by the client will have the same sequence number as the ACK it sent as the final part of the 3-way handshake. This is because ACK-only packets don’t count towards incrementing the sequence number.

The same experiment was again used as was used for the above three question. In this case the first few packets after the 3-way handshake were analyzed. The results were consistent across the board. Every os/protocol combination had the same pattern of sequence number changes.

The first data packet of a TCP session isn’t particularly special. It follows the same rules as the remaining packets. It is no surprise that the first data packet in each of our tests followed the rules exactly as outlines in RFC739.

Sample TCP Connection between bronco.brianweb.net and charger.brianweb.net:
bronco.brianweb.net.1748 > charger.brianweb.net.http: S 2220367789:2220367789(0) win 57344 <mss 1460,nop,wscale 0,nop,nop,timestamp 56528837 0> (DF)

charger.brianweb.net.http > bronco.brianweb.net.1748: S 2482356953:2482356953(0) ack 2220367790 win 57344 <mss 1460,nop,wscale 0,nop,nop,timestamp 83732212 56528837> (DF)

bronco.brianweb.net.1748 > charger.brianweb.net.http: . ack 2482356954 win 57920 <nop,nop,timestamp 56528837 83732212> (DF)

bronco.brianweb.net.1748 > charger.brianweb.net.http: P 2220367790:2220368015(225) ack 2482356954 win 57920 <nop,nop,timestamp 56528837 83732212> (DF)

charger.brianweb.net.http > bronco.brianweb.net.1748: P 2482356954:2482357581(627) ack 2220368015 win 57920 <nop,nop,timestamp 83732212 56528837> (DF)

TCP Standalone (Non-Piggybacked) ACKs

Q2.1. If a data segment is sent from machine A to machine B and there is NO reverse traffic from machine B to machine A, how long does B wait until it ACKs the packet in a standalone ACK segment? Consider other factors besides time in your answer.

Q2.2 Does the time delay vary depending on the platform used? 

Q2.3 Does the time delay vary depending on the application used?

The delay time seems to be based primarily on time. However, it varies. On every os/protocol combination there was never more than a 200ms delay. Delays were occasionally as low and 50ms though. Windows seemed more inconsistent than Linux. In our tests Linux seemed to hover close to 100ms.

To test this a telnet session was established to a Linux and 2k system and echoing of characters was turned off to create a one-way communication. Packet captures were done to measure the time from when a character was sent and when the packet was ACKed.

I suspect some of the variation could be due to the frequency at which the TCP/IP stack check for outstanding ACKs. There is probably one timer that fires every so often and checks all active TCP connections for outstanding ACKs and sends them. Depending on where in this cycle the original packet was received would determine when the ACK is finally sent.
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[Linux delayed ACKs]

Q2.4 Does the RFC and/or any other certified reference documentation state how this should work?  If so, describe the information you uncovered and how delayed acknowledgements are supposed to work.

RFC1122 (“Requirements for Internet Hosts”) states that:

A TCP SHOULD implement a delayed ACK, but an ACK should not

be excessively delayed; in particular, the delay MUST be

less than 0.5 seconds, and in a stream of full-sized

segments there SHOULD be an ACK for at least every second

segment.

This says that TCP/IP implementations should delay sending ACKs but should not wait excessively long (more than 500ms) to send them. It also says that at least one ACK should be sent for every two data packets.

TCP Resiliency

These experiments were conducted to see if TCP connection can survive a physical connection being broken and for how long. They were also used to determine what differences (if any) there are in how different operating systems and applications handle this.

Q3.1 When a TCP physical connection is broken, does TCP give up and drop the logical connection?

No. TCP doesn’t even know the physical connection has  been broken. In fact it doesn’t know anything is wrong at all if neither side attempts to send any data while the connection is broken.

To prove that TCP doesn’t break the logical connection when the physical connection is broken a TCP connection (telnet in this case) was established between two hosts and then the network cable to one of the hosts was disconnected. The results were very different depending on the operating system of the hosts whose network cable was disconnected. If the 2k system’s cable was disconnected all connections going through that interface would soon be dropped and disconnected. However, if the cable for the Linux box was disconnected the connections on the windows box would stay up much longer (several minutes). The Linux system seemed to act the same regardless of which cable was unplugged. Because of this most of our experiments were done by unplugging the Linux box’s cable .

As long as no data was sent while the cable was disconnected the TCP session resume as if nothing happened when the cable was plugged back in. If a transmission was attempted while the cable was unplugged a data packet was sent out as expected but because the other end wasn’t connected it never received and never ACKed it. When the transmitter didn’t receive an ACK it retransmitted it and increasingly long intervals. (1s, 2s, 4s, 8s, etc). If the physical connection was reestablished within one of these intervals nothing would happen until the end of the interval. For example, if the connection was reestablished immediately after the 8-second interval started the full 8-second would have to elapse before the transmission would be retried. TCP was no way of knowing when the connection is reestablished. Once the physical connection was back up and the delay elapse the packet would finally arrive at the destination and get ACKed. The TCP session would then continue normally.

I think windows drop connections sooner when the network cable is unplugged because it “knows” that the cable is unplugged (the icon in the system trays indicates this) and that it isn’t network congestion. Windows thinks a broken network connection probably won’t be resolved in a timely manner and decides it is not worth keeping the connections up.
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[A TCP packet being retransmitted]

Q3.2 It TCP does drop the logical connection, how long will it wait?

TCP does not drop the logical connection when the physical connection is broken. I suspect that given enough time, however, the connections will be dropped. Some research revealed that Linux and Windows begin sending keepalive requests down the line after a connection has been idle for 2 hours (this is configurable in each OS). If the remote side doesn’t respond to the keepalives after a certain number of probes the connection will be forcibly dropped.

When the network cable was unplugged on the Windows box it dropped all connections going through that interface within about 30 seconds. This was just windows trying to be smart not TCP itself that caused this.

Q3.3 If it does not break the logical connection, what happens when the physical connection is reestablished?

When the physical connection is reestablished packets start flowing though the connection again and everything resumes as normal. If there were some packets that were transmitted while the connection was down they will eventually be resent and arrive at their destination. TCP just sees the broken connection as packet loss. It doesn’t know and doesn’t need to know that the connection is physically broken. It is only concerted with trying to get the packets to the destination and resending them as required.

 Q3.4 Do your results vary with the length of the interruption? (Hint: Use a minimum of 10 seconds and a minimum of two attempts on multiple platforms.)

If no transmissions were attempted while the physical connection was disconnected then the length of the interruption made no difference . If transmissions were attempted though then the packets transmitted during the interrupted needed to be received and ACKed before the connection could continue normally. This required waiting for the retransmission interval to end as described above.

Q3.5 Do your results vary with the platform used?

The results were similar on both platforms with the exception of windows quickly dropping connections when its cable was unplugged.

A UDP Application

These experiments were done to analyze UDP and see how it differs from TCP. The UDP protocol that was analyzed was TFTP, the Trivial File Transfer Protocol. Because UDP is connectionless and delivery of packets isn’t guaranteed UDP applications have to do much of the work that TCP does. These experiments also show how UDP applications deal with the unreliability of IP and how this compares to TCP.

Q4.1 What is inside the packet that simulates the work that TCP does for you?

TFTP has “ACK” packets built-in to the protocol. There are two primary packets in the TFTP protocol. “Data” packets and “Ack” packets. After each data packet that is sent the remote side sends an Ack packet indicating that it received it. There are no sliding windows like TCP. There is only one packet “in flight” at any given time.

To see exactly how this worked a TFTP transfer was conducted between the 2k and Linux boxes. Packet captures were run too record the session. The captures were then analyzed to see how the TFTP protocol worked and how it guaranteed end-to-end delivery. The “DATA” and “ACK” packets were discovered. The analysis also revealed that each data packet is only 512 bytes long and that the last packet is whatever is remaining. 
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[A TFTP Session from 192.168.1.6 to 192.168.1.40 – ACK packet selected]

Q4.2 In what ways is TCP better than UDP for this type of application?

TCP is far more efficient at transmitting large amounts of data than TFTP. TCP can take advantage of the entire frame size on the local segment while TFTP is limited to 512 bytes per packet. TCP can also have several packets in flight at a time instead of just one. This allows the existing network bandwidth to be used more efficiently. TCP also greatly simplified the code in the application itself because the application doesn’t need to handle retransmissions and verification.

UDP does have its own advantages though. The main only being TCP is very complicated. A UDP only stack can be implemented much easier and run on devices with less memory available. This is exactly why the TFTP protocol was developed. For normal file transfers HTTP, FTP, or one of the many other file transfer protocols should be used.

